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Abstract This paper describes a telemedicine system for diabetic patients management, presenting its architecture, the technical solutions adopted and the methodologies on which it is based. The system, designed to provide decision support in a distributed environment, is composed of two modules, a Patient Unit and a Medical Unit, connected by telecommunication services. We outline how the two modules can interact to perform an effective monitoring and a cooperative control of glucose metabolism. In particular, we detail the data analysis tasks performed by the two units and how the results are exploited to assist patients and physicians in revising and adjusting the therapeutic protocol. We will finally describe the current prototypical implementation of the system that uses HTTP as the communication protocol and HTML pages as the graphical user interface. © 1998 Elsevier Science Ireland Ltd. All rights reserved. Keywords: Diabetic patients management; Telemedicine systems; Decision support systems; Intelligent data analysis



1. Introduction The crucial role of intensive insulin treatment (IIT) in delaying or preventing the development of long-term complications of insulin dependent diabetes mellitus (IDDM) has been clearly shown by the Diabetes Control and Complications Trial (DCCT) [1]. On the other hand, the same study has assessed the drawbacks of IIT: the increase in * Corresponding author. Tel.: +39 382 505367; e-mail: [email protected]



the risk of severe hypoglicemias, due to the high number of insulin injections, and the increase in the cost of diabetes management, due to the necessity of frequent surveillance by health care professionals. How to balance the advantages coming from IIT with its disadvantages is a matter of discussion, that involves social and ethical considerations [2]. A suitable cost-effective solution to the problem of IDDM patients monitoring is the utilization of current advances in information technologies and decision-support systems. Several tools and advi-
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sory systems for therapeutic plan assessment are now available, both on a day-by-day and on a visit-by-visit basis [3] and for some of them the capability of providing proper decisions has been shown experimentally [4]. The exponential growth in the availability and in the utilization of telecommunication services pushes towards the integration of such tools in a networking environment, in order to provide long-distance assistance to patients as well as long-distance monitoring capability to the physician [5]. Of course, the assessment of an effective telemedicine system requires a new design of the system modules, that must take into account the needs of its different users, patients and physicians, the different devices that must be exploited in the architecture, and finally the rate of information exchange. For these reasons, it is not possible to merely connect existing decision support systems, but it is necessary to build a new telemedicine service that, reinforced by previous experiences, should be able to offer a new integrated solution to the IDDM management problem. The above mentioned motivations led to the definition of the telematic management of insulindependent diabetes mellitus (T-IDDM) project [6]. In this paper we will describe one of the possible implementations of the TIDDM architecture, as is being tested in the University of Pavia, in collaboration with the Policlinico San Matteo Hospital. After a brief outline of the system architecture, we will describe in more detail the techniques that we are using for data analysis and management, and the implementation of a prototype of the system.



low during self-monitoring. This policy for the patient’s self-management is summarized in a therapeutic protocol. The patient must implement the therapeutic protocol and is often allowed to slightly change it in dependence of particular events (physical activity, extra meals) or of metabolic problems. The system we propose reflects the different decision roles outlined by the above analysis, and is, therefore, based on the cooperation between two distinct modules. a Patient Unit (PU) and a Medical Unit (MU). While the MU assists the physician in the definition of the basal insulin regimen and diet through a periodic evaluation of the patient’s data, the PU allows for automatic data collection and transmission from the patient’s house to the clinic, and assists the patients in their self-monitoring activity, suggesting the insulin dosage adjustments. The two modules are arranged in a networked architecture that is primarily aimed at increasing the frequency and quality of information interchange between the patient and the physician. Our ultimate goal is to provide the patient with a mean to obtain quicker and more accurate assistance by the physician, and to provide the physician with a useful instrument for controlling the metabolic behaviour of a large number of patients. Finally, in our project the two units should usually work asynchronously: since the communication relies on low-cost telephone lines, the connection cannot be a permanent one. Therefore, although periodical communications are required, it is not a-priori known when they will take place. This means that the PU must have a sufficient degree of autonomy to properly handle the different patient management situations Fig. 1.



2. Architectural design The architectural design of the system has been described in previous works [7], and takes into account in a systematic way what are the basic factors influencing the decision process in IIT. In particular, it is important to notice that both physicians and patients play the role of decisionmakers. The physician assesses the insulin therapy, the diet and also what are the decision rules for insulin adjustment that the patient must fol-



3. System functionalities



3.1. The PU 3.1.1. PU decision support Patient’s data are collected by the PU, both automatically (from a reflectometer) and manually. The PU is able to react in real-time to critical situations that require an immediate therapeutic



R. Bellazzi et al. / Computer Methods and Programs in Biomedicine 56 (1998) 93–107



95



Fig. 1. The system architecture: the MU transmits the therapeutic protocol, while the PU communicate monitoring data, alarms and data analysis results.



adjustment. A first level of reaction is simply implemented through decision tables and/or computerized algorithms [7,8] that suggest the next insulin dose in dependence of the current measurement. A more complex level of reaction is related to a first-stage data analysis that should be able to detect in advance deviations from the expected metabolic control target. This kind of reaction is used to generate alarms and advice to the patients, and to trigger a connection with the MU.



3.1.2. PU data analysis Since home monitoring data often contain information only on blood glucose levels (BGL) and



glycosuria values, a suitable analysis can be related to the detection of trends in the BGL time series. A very simple and efficient technique derived from econometrics exploits the running average calculation to detect stable trends in BGL time series. Given a generic unidimensional time series, the basic running or moving average estimate (RAE) for an observation is computed by calculating the average over the k preceding values; k is called the running average length. The RA predictions can be always expressed as weighted least squares estimates [9]. A prediction obtained with the RAE technique is useful to detect local trend components in the BGL time series: a RAE with a small
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Fig. 2. The comparison between two different running averages allows to easily detect local trends in data. The solid line represents the short-term running average, and the dotted line represents the long-term one. A decreasing trend (day 1 – 7) is followed by a stationary one (day 7 – 19) and finally by an increasing trend (day 19 – 25).



RA length (short-time RAE, ST-RAE) is sensitive to the latest BGE measurements, and is hence useful to find out short-term modifications of the BGL trend; a RAE with a larger length (long-time, IT-RAE) is a smoother estimate of the local trend, and is hence useful to discover variations in the trend baseline. The relationships between two different RAE time series is used to classify different patient behaviors: (a) if ST-RAE moves around LT-RAE we have a stationary behavior; (b) if there is a crossing point after which the ST-RAE is persistently higher than the IT-RAE, we have an increasing trend behavior; (c) if there is a crossing point after which the ST-RAE is persistently lower than the IT-RAE, we have a decreasing trend behavior.



An example of the application of RAE comparison to detect trends is shown in Fig. 2: a decreasing trend (day 1–7) is followed by a stationary one (day 7–19) and finally by an increasing trend (day 19–25). When applied to BGL time series, this kind of analysis can be used to detect in advance potentially dangerous trends. In our architecture this task is performed at the PU level by using a minimum persistence time span and appropriate LT-RAE and ST-RAE lengths whose values are determined by the MU. We are still evaluating the sensitivity of the analysis on the two last parameters, although the values currently used (7 and 21 days) seem sound from a pathophysiological point of view.
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Fig. 3. The main interface of the PU.



Other issues concerning the RAE technique application can be found in [10,11].



3.1.3. PU basic constraints The PU decision support activity is subject to two kinds of constraints. The first one derives from implementation choices: for cost-effectiveness reasons, the PU must be realized on devices with limited memory and computational capabilities. The second one is motivated by the role that the PU plays in the architecture: the PU is allowed to suggest only slight insulin dose modifications and life-style checking (increasing or decreasing meals and physical exercise), but must leave to the MU decisions on the insulin type, on the injections timing and on the targets of the therapy. Therefore, the PU must implement simple and efficient algorithms to perform its specific tasks, and must rely on communication with the MU for long-term patient management decisions. 3.2. The MU 3.2.1. MU decision support The basic goal of the MU is to help physicians in managing patient data and to suggest the revision of the current therapeutic protocol when needed. This operation is performed relying on a set of tools that cooperate to define the most



suitable strategy. In particular, the MU inference is performed following three sequential tasks: (i) a data analysis task that, starting from the PU outputs, provides a concise description of the patient status through meaningful abstractions; (ii) a reasoning task, that applies a set of statistical analyses in order to evaluate the state of the patient; (iii) a decision making task, that exploits the results of the first two tasks to suggest a new protocol, choosing among a set of previously defined ones. The basic philosophy of the MU decision support reflects the experience reported in previous studies on the same problem [12–14], integrated within the architecture described in Section 2 and in [7]. Our approach is characterized by the use of innovative data analysis methodologies, and by the fact that the decision support system aims at choosing among a set of predefined protocols, that are defined and certified by the physicians responsible for the MU service.



3.2.2. MU data analysis As mentioned in the previous section, when a new connection is established, the PU sends the data analysis results to the MU, together with the monitoring data and the suggested actions. The MU will check the adequacy of the actions by applying a number of available data abstraction methods; in particular, the MU exploits temporal
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Fig. 4. The daily dairy interface of the PU. The system automatically calculates the increment of the regular insulin dose using a pre-defined law sent by the MU.



abstractions (TAS) [15,16]. TAs are methods that can be used to obtain an abstract description of the course of multi-dimensional time-series by extracting their most relevant features. Hence, in patient monitoring, TA methods provide a useful instrument to transform the fragmentary representation of the patient’s history into a more compact one. The basic principle of TA methods is to move from a time-point to an interval-based representation of the data. Given a sequence of time stamped data (events), the adjacent observations which follow meaningful patterns are aggregated into intervals (episodes). Two main classes of



abstractions are useful in the diabetes domain: (i) BASIC abstractions, TRENDS (increase, decrease or stationarity patterns), or STATES (e.g. low, normal, high values), for detecting predefined courses in a time series, and (ii) COMPLEX abstractions, for investigating specific temporal relationships between intervals. When detecting STATE patterns in time series of numerical variables a preliminary qualitative abstraction is carried out [17]. The mapping between the qualitative abstractions and the quantitative levels of each numerical variable depends on the measurement times and on the specific patient characteristics. For example, the BGL



R. Bellazzi et al. / Computer Methods and Programs in Biomedicine 56 (1998) 93–107



99



Fig. 5. The MU interface.



normal range is wider in the morning than around lunch, and is wider in pediatric patients than in adult ones. Following other authors [18], in order to allow a proper interpretation of the data we subdivided the 24-h daily period into a set of consecutive non-overlapping time slices. This process is a first type of abstraction, that generates a qualitative time scale on the basis of the information about the patient’s life-style, in particular the meal times.



3.2.2.1. Exploiting BASIC abstractions. The definition of BASIC abstractions and time-slices is useful to characterize the patient’s metabolic behavior through the concept of ABSTRACT STATE (AS), that corresponds to the combination of the TAs that are true in a given monitoring period. We can construct the time series of the ASs along the daily time axis for each timeslice. A possible choice for the abstract state in the ith day for the jth time-slice ASij is:
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ASij ={BGLij, BGL −TRENDij, COMPETENT INSULIN (C −I)ij, GLYCOSURIAij }. In this way it is possible to exploit TAs in order to perform a two-step procedure for data-preprocessing: (i) the raw time-series is analyzed using TAs, moving from the original time scale to a new scale derived from the sequence of relevant patterns detected in the data; (ii) a new time series of abstract episodes is obtained, going back from the new scale to the original one. The new time series contains more meaningful information than the raw one, expressed in terms of episodes, trends, and their aggregations.



3.2.2.2. Exploiting COMPLEX abstractions. Complex abstractions are particularly useful in TDDM data analysis, to detect critical situations. For example, IDDM patients may present hyperglycemia at breakfast, due to two different and opposite phenomena. The BGL may be high due to an insufficient insulin dose (Dawn effect), or may be high because of a reaction after a nightly a-symptomatic hypoglycemia, caused by an excessive insulin dosage (Somogyi effect). The two effects can be discriminated on the basis of the



Fig. 6. The patient service page.



glycosuria values, that express the mean BGL values over the last 8 h. A high glycosuria value (present) combined with hyperglycemia can be related to a Dawn effect, while low glycosuria (absent) combined with hyperglycemia can be related to a Somogyi effect. According to the domain medical knowledge, we defined a set of relevant critical situations that may be efficiently recognized through TAs [22].



3.2.3. MU reasoning and data interpretation Once that the AS time series is defined, a number of analyses can be performed. The more interesting ones are described in the following: 3.2.3.1. Modal day extraction. A well-know way of synthesizing the patient’s history is to search for daily cyclo-stationary patterns that are indicated as modal days [18]. The blood glucose modal day (BG-MD) is particularly useful to evaluate the protocol performance over the selected time interval, even when the information is poor (e.g. data on meals missing). Several approaches for deriving the BG-MD have been presented in the literature, from simple statistics to time series analysis [18,19]. In our approach it is easy to derive the BG-MD by calculating the marginal probability distribution of the BGL from the AS time series. In particular, in this context it is possible to apply a technique described in [20,21] that is able to deal with missing data to form incomplete probabilistic models. At the end of the learning process we obtain, for each time slice, an estimate of the allowable probability range for each BGL state. The difference between the upper and lower bounds (denoted with the term ignorance) of each range is directly proportional to the amount of missing data in the time slice under consideration. The modal day is then extracted taking the BGL states with the highest lower probability bound in each time slice. The reliability of the derived modal day will hence be inversely proportional to the ignorance associated with the data in each time slice. By using the same procedure it is possible to extract the typical insulin regimen that is followed by the patient, called control actions modal day (CA-MD). Typi-
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Fig. 7. Original time series and running averages. All plots are automatically generated using the Lisp Server and Java™.



cal patient behaviors can also be found by counting the occurrences of COMPLEX episodes, having a minimum time span greater than 1 day. For example, the counts of metabolic instability episodes, defined on a minimum time span of 3 days, can be summarized by calculating the percentage of time spent in the episode with respect to the total monitoring time.



3.2.3.2. Persistence analysis. Other interesting results can be obtained through the time span distribution of the episodes. For example, if the normal level of the BGL variable has an exponential time span distribution, it is clear that the patient is not able to control the glucose metabolism for a long period. This kind of information is important for understanding the patient’s response to a certain therapeutic protocol, as well as for classifying the
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Fig. 8. Complex episodes visualization.



quality of his/her self-management. In our approach, it is very easy to derive such information from the AS time series, including univariate and multivariate time span distributions.



3.2.3.3. Causal models for forecasting. Starting from the AS time series, we can also derive a causal probabilistic model that expresses the probability of the next AS given the past history of abstract states. A more detailed description of the techniques that can be applied for this tasks can be found in [22].



3.2.4. MU decision-making The goal of the decision-making activity is to suggest a protocol revision, giving to the physician an ordered subset of the protocols predefined in a protocol library. Each protocol is composed of suggested actions and of the PU control tables, that specify the strategies for coping with dangerous situations in the different time slices [23]. In particular each therapeutic protocol has the following components: 3.2.4.1. Number of daily insulin injections. Usual values for this parameter range from 2 to 4.



R. Bellazzi et al. / Computer Methods and Programs in Biomedicine 56 (1998) 93–107



103



Fig. 9. The protocol editor.



3.2.4.2. Insulin types. Several types of insulin are available, characterized by different onset and peak action times, and effective duration. Two or more insulin types can be administered at the same time, thus combining their effects to achieve the desired blood–glucose profile. For each injection, the protocol must therefore specify the relative amounts of the various kinds of insulin. 3.2.4.3. Injection times. Insulin injections take place at well-defined times of the day, that usually coincide with (but are not limited to) the main meals (e.g. breakfast, lunch, dinner). The protocol specifies the injection times as a set of ‘qualitative’ time-points, while the correspondence between these and actual times depends on the patient’s habits.



3.2.4.4. Insulin requirement. All the insulin doses are expressed as fractions of the daily total dose, that is calculated by multiplying the insulin requirement by the weight of the patient. The protocol must also indicate the maximum allowed variation (in units per kilogram) around the nominal value for the insulin requirement. 3.2.4.5. Glucose set-point and ranges. The protocol specifies the desired blood–glucose value in each time-point, as well as the highest and lowest admissible values. 3.2.4.6. Diet. The amount of caloric intake per day with an indication of the relative contribution of each nutritional component (carbohydrates, lipids, etc.) for each meal.
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3.2.4.7. Physical exercise. A qualitative indication of any extra physical activity. 3.2.4.8. PU control tables. The MU selects the algorithms for insulin dose adjustments that must be used by the PU during the patient’s decision support activity. The protocol parameters we have listed in the previous section define a multidimensional protocol space, through which one can move in order to adjust a given protocol. Namely, a protocol adjustment can affect the injection time-points (‘time axis’), the relative amounts of insulin to be administered on every injection (‘dose axis’), or the daily total dose. When exploring the protocol space, several constraints must be satisfied. For example, the insulin injections cannot be too numerous, or occur at undesirable moments of the day. The selection of the possible adjustments is based on two main decision tools. The first is the concept of competent time-slice: each time-slice in the insulin administration protocol will be competent for the time-slices in the BG-MD that it directly affects. In other words, given the dynamics of the different insulin types, an intake of regular insulin will be competent for the timeslices that cover the subsequent 6 h, an intake of NPH insulin will be competent for the time-slices that cover the subsequent 12 h, and so on. Therefore, when a problem is detected in a particular time-slice t of the BG-MD, the possible adjustments will be the ones affecting the insulin doses in the time-slices competent over t. The second tool is a set of spaces of admissible predefined protocols, provided by medical expertise; each space consists of all protocols with the same daily number of injections. We define the notion of distance between the protocol spaces (as the difference of the number of injections) and inside the protocol spaces, as a function of the relative amounts of the insulin dosages in each injection. For example consider the simple case of two injections per day and only two types of insulin (regular and NPH). If we denote with x and y the relative amounts of regular insulin in the first and second injection of the current protocol, respectively, the distance between this and a



new protocol described by x% and y% is simply the Euclidean distance (x − x%)2 + (y− y%)2. Since several different adjustments could be suggested for a particular time-slice, a first screening based on the context constraints is performed. Each of the remaining adjustments can be interpreted as a movement in the protocol space characterized by a direction and a distance from the current one. In order to minimize the differences between the current protocol and the new one, we will prefer the adjustments that lead to protocols closest to the current one, according to the above defined metric.



3.2.5. MU information management The MU is not just an instrument for decision support, since it offers to the physician a service for data management and information retrieval. The MU uses a frame system to represent the domain ontology, and a relational database for the long term storage of information. In addition to representing the system’s knowledge base, the frame system also contains information needed to realize the interaction with the database. Using such information, the system is able to automatically generate tables that reflect the structure of the knowledge base objects, to store them in the database and to retrieve them when needed.



4. Current implementation



4.1. Communication issues The communication among the system modules is based on the HTTP protocol. This choice presents several advantages. HTTP is a standard protocol and HTTP clients are widely available; the HTTP protocol is also very simple to implement and manage. Moreover, HTML, the language used for information presentation within an HTTP-based environment, provides good facilities for the low-cost creation of structured multimedia documents, endowed with graphical and user input handling capabilities. In order to implement and integrate the highlevel reasoning tools that constitute the MU, we developed an HTTP server written in Common
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Lisp. The server is able to receive requests in HTTP form, to execute one or more Lisp functions according to the request received, and to present the output of the execution as HTML code. Applications can be loaded inside the server, that can be configured to invoke them when it receives an appropriate request, and become available at once to every user who has access to the HTTP protocol. The Common Lisp server enables the user to interact with different applications using the same common interface based on a standard hypertext framework, with hyper-media capabilities. In this way the system is completely transparent to the user, who may exploit the full capabilities of the different services independently of their physical location. The PU design must take into account several additional features, related to the peculiarity of the patient/physician connection. The necessity of preserving information security and privacy, and the requirement of using low-cost public telephone networks, hamper the utilization of standard HTTP protocol in order to perform the clientserver connection. We have hence organized this communication in the following way: the PU interface is realized in HTML and is a client of an internal HTTP server. This server activates dedicated procedures able to open the connection, and to send the data to the MU server, by using an extended version of HTTP, called Server To Server Protocol (STSP). STSP provides special actions that allow for a bidirectional exchange of data between the MU and the PU. The utilization of STSP improves the security and privacy of the communication, and makes it also possible to implement special functions such as data-base access and therapeutic protocol transmission. This transmission scheme could enable the MU to serve as a fire-wall for the PU providing the patient a number of limited services available in Internet and preserving the confidentiality of patient/physician communication.



4.2. O6er6iew of the system 4.2.1. The Patient Unit Fig. 3 shows the English language version of the PU interface. The patient has access to a number
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of different services: daily diary input, data retrieval, messages and alarms posting, diary data transmission to the MU and consultation of an education module. The data input is either manual or automatic through an RS-232 interface with a reflectometer. After each measurement, in dependence of the actual BGL value, the PU may suggest modifications to regular insulin dosages of the therapeutic protocol. Fig. 4 shows the patient diary HTML page. The daily diary data are periodically and automatically sent to the MU, but the patient is allowed to manually send the data to the physician. Messages and alarms differ conceptually, since messages are sent periodically together with the monitoring data, while alarms trigger an immediate connection to the MU. As previously mentioned, alarms may be internally generated, on the basis of the data preprocessing performed by the PU.



4.3. Medical unit The MU allows the physician to access patient management services, communication services and a therapeutic plan editor. The main page that provides access to the available services is depicted in Fig. 5. The patient management service allows to manage the patients under control through a set of different functionalities: “ Communication functionalities: the physician may check and view at any time the presence of alarms or messages coming from the monitoring patients, can send messages to the patient and has access to the most up to date information on the patient. “ Action services: it is possible to retrieve, visualize and modify anagraphic and monitoring data, as well as to edit and modify the current protocol. Fig. 6 shows the main services page. The monitoring data view is not only aimed at analyzing the raw data, but can also be used to display the pre-processing result of the PU. Fig. 7 depicts the raw time-series data and the running averages as displayed by the MU interface. The original time-series was obtained from the measurements collected in the breakfast time-slice.
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The patient services page allows the physician to perform temporal abstractions and other kinds of analysis on the raw data and to display the results as shown in Fig. 8. Finally, the physician can edit the different components of the therapeutic protocol (insulin injections, diet, etc.) and use them to generate a patient-specific therapy scheme. Fig. 9 shows the protocol editor interface. The output of the reasoning module of the system is an ordered list of alternative protocols that are believed to be able to solve the metabolic problems detected in the previous stage. The system presents the alternative protocols to the physician, who can test them using a simulator based on a mathematical model of insulin activity [24] and choose the most suitable one.



5. Conclusions and future work Since the early eighties several systems have been proposed for providing decision support to patients and physicians in diabetes management. The lack of a routine use of these systems in clinical practice was due to a number of concurrent factors, from the inadequacy of the technological solution proposed, to the problems related with the patients’ acceptability of additional devices [25]. However, nowadays several factors push towards the exploitation of information technology for improving the quality of diabetic patients, management: the results of the DCCT study have shown the crucial importance of a tight metabolic control; the need to control medical expenditures requires the application of cost/effective therapeutic plans; the recent advances in communication technologies give the opportunity to perform a long-distance surveillance of chronic patients. All these factors have motivated our efforts in the definition and testing of a telemedicine service able to provide an effective support to the management of the disease through a complete integration with the current medical practice. In the system we propose, several software and human agents cooperate to perform monitoring and control of the disease; decision support is hence distributed between home and the hospital, and the different actors
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